
Class Test-1 Sample solution 
Q(1a) Consider three processes (process id 0,1, 2) with respective CPU burst time 6, 4, 2 units,  
arrives at time 0, 1 & 4 respectively. Consider the preemptive longest remaining time first (LRTF) 
scheduling algorithm. In this algorithm, the process with longest next remaining CPU time will be 
scheduled first. In LRTF ties are broken by giving priority to the process with the higher process id . 
Compute the average (a) waiting time (b) turnaround time with the help of Gantt chart. Assume that 
the time units are all integrals. Context switch takes is 1 time unit.  
 
     pid  arrival  burst 
     0       0       6 
     1       1       4 
     2       4       2 
 
 
 Process ids  (C=Context Switch) 
    0      C   1  C  0   C  1  C   0   C  2   C  1  C   0  C   2  C  1   C   0 
 |____|__|__|__|__|__|__|__|__|__|__|__|__|__|__|__|__|__|__|__|__| 
 0       2   3  4   5   6  7    8   9 10 11 12 13 14 15 16 17 18 19 20 21 22 
 Time -->   
    
Avg Turn-around time= ((22-0)+(20-1)+(18-4))/3=55/3=18.33 
Avg waiting time=((0+3+3+5+5)+(2+3+5+5)+(7+5))/3=(16+15+12)/3=43/3=14.33 
 
Explanation: 
Context switch (due to preemption) not necessarily happens only due to the arrival of new process 
in the ready queue. Even change of the priority (of different processes) in a *stable* ready queue 
may preempt a running process. Just recall the *aging* in case of priority scheduling. Here the 
priority of a process gets changed due to the change in the *remaining cpu burst time*, which in 
turn results the preemption.  

Q(3b) 
Hints below. Please note that, this is just an outline about what is expected. Your answer should be 
as detailed as possible.  
 

a. Process P1 terminates. P1 sends SIGCLD signal to the shell.  
b. Shell invokes system call to invoke kernel routine to remove the entry from the process table 

(user to kernel mode change).  
c. Next it invokes the CPU scheduler to select the next process. Say selects P0. Despatcher 

allocates processor to P0. Kernel to user mode. P0 starts running. (different interleaving is of 
course possible; if d occurs before c). 

d. Meanwhile P2 completes I/O and I/O device generates interrupt. P0 gets stopped (return 
address pushed in the processor stack. Like subroutine call). ISR executes in kernel mode. 
ISR removes the P2 from device queue and inserts it to ready queue. Since both c and d 
access ready queue, ready queue must be accessed in the mutually exclusive manner. ISR 
ends. Pops processor stack. Resumes P0. Switch kernel to user mode. P0 executes.  

e. Change in ready queue (step d) invokes context switch ISR (since this system implements 
pre-emptive priority scheduling. Things would be different in case of non preemptive 
scheduler). Switch user to kernel mode. P0 stops again. Scheduler runs. Selects P2. Move P0 
from process stack to ready queue. Despatch P2. Kernel to user mode. P2 runs.  


