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Lecture 5: Model-Free Control

Introduction

Model-Free Reinforcement Learning

Last lecture:
Model-free prediction
Estimate the value function of an unknown MDP

This lecture:
Model-free control
Optimise the value function of an unknown MDP
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Introduction

Uses of Model-Free Control

Some example problems that can be modelled as MDPs

Elevator

Parallel Parking

Ship Steering

Bioreactor

Helicopter

Aeroplane Logistics

Robocup Soccer

Quake

Portfolio management

Protein Folding

Robot walking

Game of Go

For most of these problems, either:

MDP model is unknown, but experience can be sampled

MDP model is known, but is too big to use, except by samples

Model-free control can solve these problems
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Introduction

On and O↵-Policy Learning

On-policy learning
“Learn on the job”
Learn about policy ⇡ from experience sampled from ⇡

O↵-policy learning
“Look over someone’s shoulder”
Learn about policy ⇡ from experience sampled from µ
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On-Policy Monte-Carlo Control

Generalised Policy Iteration

Generalised Policy Iteration (Refresher)

Policy evaluation Estimate v⇡

e.g. Iterative policy evaluation

Policy improvement Generate ⇡0 � ⇡
e.g. Greedy policy improvement
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On-Policy Monte-Carlo Control

Generalised Policy Iteration

Generalised Policy Iteration With Monte-Carlo Evaluation

Policy evaluation Monte-Carlo policy evaluation, V = v⇡?

Policy improvement Greedy policy improvement?
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On-Policy Monte-Carlo Control

Generalised Policy Iteration

Model-Free Policy Iteration Using Action-Value Function

Greedy policy improvement over V (s) requires model of MDP

⇡0(s) = argmax
a2A

Ra
s + Pa

ss0V (s 0)

Greedy policy improvement over Q(s, a) is model-free

⇡0(s) = argmax
a2A

Q(s, a)
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On-Policy Monte-Carlo Control

Generalised Policy Iteration

Generalised Policy Iteration with Action-Value Function

Starting 
Q, π

π = greedy(Q)

Q = qπ

q*, π*

Policy evaluation Monte-Carlo policy evaluation, Q = q⇡

Policy improvement Greedy policy improvement?



Agenda Introduction MC Evaluation MC Control

Monte Carlo Control

§ What are some concerns?

§ First visit/Every visit!!

§ Suppose you start at a state s and take action a. You reach at state
s1 and then following the policy ⇡ at s, you take the action
a1 = ⇡(s1). Can you take the rest of the trajectory as a sample to
estimate q(s1, a1)?

§ Practically you can, but convergence can not be guaranteed. The
reason is that this strategy draws a disproportionately large number of
actions corresponding to ⇡. So, each sample is considered only for the
starting s and a.

§ How to make sure we have q(s, a) estimates for all s and a?
Especially because of the above the ‘exploring starts’ becomes
important.
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Monte Carlo Control

§ Many state-action pairs may never be visited.

§ For deterministic policy, with no returns to average, the Monte Carlo
estimates of many actions will not improve with experience.

§ This is the general problem of maintaining exploration.

§ One way to do this is by specifying that the episodes start in a
state-action pair, and that every pair has a nonzero probability of
being selected as the start.

§ This assumption is called ‘exploring starts’

§ Monte Carlo Exploration Starts is an ‘on policy’ method. On policy
methods evaluate or improve the policy by drawing samples from the
same policy.

§ O↵-policy methods evaluate or improve a policy di↵erent from that
used to generate the samples.
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Monte Carlo Control

§ Before going to o↵-policy methods let us look into an on policy
Monte Carlo control method that does not use exploring starts.

§ The assumption of exploring starts is sometimes useful, but it cannot
be relied upon in general, particularly when learning directly from
actual interaction with an environment.

§ The easiest alternative is to consider stochastic policies with a
nonzero probability of selecting all actions in each state.

§ Instead of getting a greedy policy in the policy improvement step, an
✏-greedy policy is obtained.

§ It means most of the time, the action corresponding to maximum
estimated action value is chosen, but sometimes (with probability ✏)
an action at random is chosen.

§ Probability of choosing nongreedy actions is ✏
|A(s)| whereas remaining

bulk of the probability, 1� ✏+ ✏
|A(s)| , is given to the greedy action.
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Monte Carlo Control

§ ✏-greedy policy is an example of a bigger class of policies known as
✏-soft policies where ⇡(a|s) � ✏

|A(s)| for all states and actions, for
some ✏ > 0.

§ Among ✏-soft policies, ✏-greedy policy is, in some sense, closest to
greedy.

§ By using ✏-greedy policy improvement strategy, we achieve the best
policy among ✏-soft policies, but we eliminate the assumption of
‘exploring starts’.
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On-Policy Monte-Carlo Control

Exploration

Example of Greedy Action Selection

There are two doors in front of you.

You open the left door and get reward 0
V (left) = 0

You open the right door and get reward +1
V (right) = +1

You open the right door and get reward +3
V (right) = +2

You open the right door and get reward +2
V (right) = +2

...

Are you sure you’ve chosen the best door?
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On-Policy Monte-Carlo Control

Exploration

✏-Greedy Exploration

Simplest idea for ensuring continual exploration

All m actions are tried with non-zero probability

With probability 1� ✏ choose the greedy action

With probability ✏ choose an action at random

⇡(a|s) =
(

✏/m + 1� ✏ if a⇤ = argmax
a2A

Q(s, a)

✏/m otherwise
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On-Policy Monte-Carlo Control

Exploration

✏-Greedy Policy Improvement

Theorem

For any ✏-greedy policy ⇡, the ✏-greedy policy ⇡0
with respect to

q⇡ is an improvement, v⇡0(s) � v⇡(s)

q⇡(s, ⇡
0(s)) =

X

a2A
⇡0(a|s)q⇡(s, a)

= ✏/m
X

a2A
q⇡(s, a) + (1� ✏) max

a2A
q⇡(s, a)

� ✏/m
X

a2A
q⇡(s, a) + (1� ✏)

X

a2A

⇡(a|s)� ✏/m

1� ✏
q⇡(s, a)

=
X

a2A
⇡(a|s)q⇡(s, a) = v⇡(s)

Therefore from policy improvement theorem, v⇡0(s) � v⇡(s)
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On-Policy Monte-Carlo Control

Exploration

Monte-Carlo Policy Iteration

Starting 
Q, π

π = ε-greedy(Q)

Q = qπ

q*, π*

Policy evaluation Monte-Carlo policy evaluation, Q = q⇡

Policy improvement ✏-greedy policy improvement
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On-Policy Monte-Carlo Control

Exploration

Monte-Carlo Control

Starting Q

π = ε-greedy(Q)

Q = qπ

q*, π*

Every episode:

Policy evaluation Monte-Carlo policy evaluation, Q ⇡ q⇡

Policy improvement ✏-greedy policy improvement
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On-Policy Monte-Carlo Control

GLIE

GLIE

Definition

Greedy in the Limit with Infinite Exploration (GLIE)

All state-action pairs are explored infinitely many times,

lim
k!1

Nk(s, a) =1

The policy converges on a greedy policy,

lim
k!1

⇡k(a|s) = 1(a = argmax
a02A

Qk(s, a
0))

For example, ✏-greedy is GLIE if ✏ reduces to zero at ✏k = 1

k
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On-Policy Monte-Carlo Control

GLIE

GLIE Monte-Carlo Control

Sample kth episode using ⇡: {S1,A1,R2, ..., ST} ⇠ ⇡

For each state St and action At in the episode,

N(St ,At) N(St ,At) + 1

Q(St ,At) Q(St ,At) +
1

N(St ,At)
(Gt � Q(St ,At))

Improve policy based on new action-value function

✏ 1/k

⇡  ✏-greedy(Q)

Theorem

GLIE Monte-Carlo control converges to the optimal action-value

function, Q(s, a)! q⇤(s, a)
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On-Policy Monte-Carlo Control

Blackjack Example

Back to the Blackjack Example
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On-Policy Monte-Carlo Control

Blackjack Example

Monte-Carlo Control in Blackjack
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On-Policy Temporal-Di↵erence Learning

MC vs. TD Control

Temporal-di↵erence (TD) learning has several advantages
over Monte-Carlo (MC)

Lower variance
Online
Incomplete sequences

Natural idea: use TD instead of MC in our control loop
Apply TD to Q(S ,A)
Use ✏-greedy policy improvement
Update every time-step
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TD Control

§ We will now, see how TD estimation can be used in control.

§ This is mostly like the generalized policy iteration (GPI) where one
maintains both an approximate policy and an approximate value
function.

§ Policy evaluation is done as TD evaluation

§ Then, we can do greedy policy improvement.

§ What is the problem!! Remember the MC Lectures!!

§ ⇡0(s)
.
= argmax

a2A

⇢
r(s, a) + �

P
s02S

p(s0|s, a)v⇡(s0)
�
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TD Control
§ Greedy policy improvement over v(s) requires model of MDP

⇡0(s)
.
= argmax

a2A

⇢
r(s, a) + �

P
s02S

p(s0|s, a)v⇡(s0)
�

§ Greedy policy improvement over Q(s, a) is model-free
⇡0(s)

.
= argmax

a2A
Q(s, a)

§ How can we do TD policy evaluation for Q(s, a)?

§ The TD(0) update rule for V (s) is,

VT (st) VT�1(st) + ↵T (Rt+1 + �VT�1(st+1)� VT�1(st))

§ The TD(0) update rule for Q(s, a) is also similar,

QT (st, at) QT�1(st, at)+

↵T (Rt+1 + �QT�1(st+1, at+1)�QT�1(st, at))
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TD Control

§ Let us spend some time on the update equation.

QT (st, at) QT�1(st, at)+

↵T (Rt+1 + �QT�1(st+1, at+1)�QT�1(st, at))

§ what we really want in place of the red term is VT�1(st+1).

§ So, why using QT�1(st+1, at+1) in place of VT�1(st+1) is fine?

§ Remember V (s) = Ea[Q(s, a)] =
P
a2A

⇡(a/s)Q(s, a).

§ So instead of taking the expectation we are replacing it with one
sample. So, if we take enough samples, this will eventually converge
to V (s).

§ But think carefully again - Could we not have taken the expectation
also?
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TD Control

§ Like MC Control algorithms, we would use ✏-soft policies like ✏-greedy
policies for exploration here.

Algorithm 7: On-policy TD Control
85 Parameters: Learning rate ↵ 2 (0, 1], small ✏ > 0 ;
86 Initialization: Q(s, a), 8s 2 S, a 2 A arbitrarily except Q(terminal, .) = 0 ;
87 repeat
88 t 0, Choose st i.e., s0;
89 Pick at according to Q(st, .) (e.g., ✏-greedy);
90 repeat
91 Apply action at from st, observe Rt+1 and st+1;
92 Pick at+1 according to Q(st+1, .) (e.g., ✏-greedy);
93 Q(st, at) Q(st, at) + ↵ (Rt+1 + �Q(st+1, at+1)�Q(st, at));
94 t t+ 1
95 until this episode terminates;
96 until all episodes are done;

§ Any guess for the name of this algorithm?
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On-Policy Temporal-Di↵erence Learning

Sarsa(�)

Updating Action-Value Functions with Sarsa

S,A

R

A’

S’

Q(S ,A) Q(S ,A) + ↵
�
R + �Q(S 0,A0)� Q(S ,A)

�
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On-Policy Temporal-Di↵erence Learning

Sarsa(�)

On-Policy Control With Sarsa

Starting Q

π = ε-greedy(Q)

Q = qπ

q*, π*

Every time-step:

Policy evaluation Sarsa, Q ⇡ q⇡

Policy improvement ✏-greedy policy improvement
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On-Policy Temporal-Di↵erence Learning

Sarsa(�)

Sarsa Algorithm for On-Policy Control
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On-Policy Temporal-Di↵erence Learning

Sarsa(�)

Convergence of Sarsa

Theorem

Sarsa converges to the optimal action-value function,

Q(s, a)! q⇤(s, a), under the following conditions:

GLIE sequence of policies ⇡t(a|s)
Robbins-Monro sequence of step-sizes ↵t

1X

t=1

↵t =1

1X

t=1

↵2

t <1
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On-Policy Temporal-Di↵erence Learning

Sarsa(�)

Windy Gridworld Example

Reward = -1 per time-step until reaching goal

Undiscounted
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On-Policy Temporal-Di↵erence Learning

Sarsa(�)

Sarsa on the Windy Gridworld
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SARSA Variants

§ Coming back to the question of taking expectation over Q values.
This gives what is called an expected SARSA.

Q(st, at) Q(st, at)+

↵

 
Rt+1 + �

X

a2A
⇡(a/st+1)Q(st+1, a)�Q(st, at)

!

§ Also can we think of sample backups but no bootstraping? - This will
be more like MC control. The TD error term is,

Rt+1 + �Rt+2 + �2Rt+3 + · · ·+ �k�1Rt+k + · · ·�Q(st, at)

§ Can we also in the same way, think of a spectrum of algorithms like
those in between TD(0) and TD(1) a.k.a MC?
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k-step SARSA
§ Let us define k-step Q-return as,

Q(k)
t = Rt+1 + �Rt+2 + �2Rt+3 + · · ·+ �k�1Rt+k + �kQ(st+k, at+k)

§ Consider the following k-step returns for k = 1, 2, · · · ,1
k = 1 :Q(1)

t = Rt+1 + �Q(st+1, at+1)(SARSA)

k = 2 :Q(2)
t = Rt+1 + �Rt+2 + �2Q(st+2, at+2)

k = 3 :Q(3)
t = Rt+1 + �Rt+2 + �2Rt+3 + �3Q(st+3, at+3)

...

k = k :Q(k)
t = Rt+1 + �Rt+2 + �2Rt+3 + · · ·+ �k�1Rt+k+

�kQ(st+k, at+k)

k =1 :Q(1)
t = Rt+1 + �Rt+2 + �2Rt+3 + · · ·+ �k�1Rt+k + · · ·

§ k-step SARSA updates Q(s, a) towards the k-step Q-return

Q(st, at) Q(st, at) + ↵
⇣
Q(k)

t �Q(st, at)
⌘
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On-Policy Temporal-Di↵erence Learning

Sarsa(�)

Forward View Sarsa(�)

The q
�
return combines all n-step

Q-returns q(n)t

Using weight (1� �)�n�1

q
�
t = (1� �)

1X

n=1

�n�1
q
(n)
t

Forward-view Sarsa(�)

Q(St ,At) Q(St ,At) + ↵
⇣
q
�
t � Q(St ,At)

⌘
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SARSA(�)

§ Just like TD(�) evaluation, SARSA(�) control uses the concept of
‘eligibility of states’ in the implementation.

§ In TD(�) evaluation, we had eligibility traces for each state, for
SARSA(�) control we will have eligibility traces for each state-action
pair.

§ Lets say we get a reward at the end of some step. What eligibility
trace says is that the credit for the reward should trickle down in
proportion to all the way to the first state. The credit should be more
for the state-action pairs which were close to the rewarding step and
also for those state-action pairs which were visited frequently along
the way.

§ Q(s, a) is updated for every state and action in proportion to the
TD-error and eligibility of the state-action pair.
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On-Policy Temporal-Di↵erence Learning

Sarsa(�)

Backward View Sarsa(�)

Just like TD(�), we use eligibility traces in an online algorithm

But Sarsa(�) has one eligibility trace for each state-action pair

E0(s, a) = 0

Et(s, a) = ��Et�1(s, a) + 1(St = s,At = a)

Q(s, a) is updated for every state s and action a

In proportion to TD-error �t and eligibility trace Et(s, a)

�t = Rt+1 + �Q(St+1,At+1)� Q(St ,At)

Q(s, a) Q(s, a) + ↵�tEt(s, a)
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On-Policy Temporal-Di↵erence Learning

Sarsa(�)

Sarsa(�) Algorithm
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On-Policy Temporal-Di↵erence Learning

Sarsa(�)

Sarsa(�) Gridworld Example
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O↵-policy Methods

§ All methods trying to learn control face a dilemma.
I They seek to learn action values conditional on subsequent optimal

behavior.

I But they need to behave non-optimally in order to explore all actions
(to find the optimal actions).

§ The on-policy approach is actually a compromise, it learns action
values not for the optimal policy, but for a near-optimal policy that
still explores.

§ O↵-policy methods address this by using two policies for two di↵erent
purposes.
I one that is learned about and that becomes the optimal policy - target

policy.

I one that is more exploratory and is used to generate behavior -
behavior policy.

Abir Das (IIT Kharagpur) CS60077 Sep 17 and 23, 2021 25 / 32

Aritra Hazra

Aritra Hazra

Aritra Hazra



Lecture 5: Model-Free Control

O↵-Policy Learning

O↵-Policy Learning

Evaluate target policy ⇡(a|s) to compute v⇡(s) or q⇡(s, a)

While following behaviour policy µ(a|s)

{S1,A1,R2, ..., ST} ⇠ µ

Why is this important?

Learn from observing humans or other agents

Re-use experience generated from old policies ⇡1, ⇡2, ..., ⇡t�1

Learn about optimal policy while following exploratory policy

Learn about multiple policies while following one policy
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O↵-policy Prediction

§ Estimate v⇡ or q⇡ of the target policy ⇡, but we have episodes from
another policy µ, the behavior policy.

§ Almost all o↵-policy methods utilize concepts from sampling theory
for such operations.
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Rejection Sampling

set i = 1
Repeat until i = N

1 Sample x(i) ⇠ q(x) and u ⇠ U(0,1)

2 If u < p(x(i))
Mq(x(i))

, then accept x(i) and increment counter i by 1.

Otherwise, reject.
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Importance Sampling
§ What is bad about rejection sampling?
§ Many wasted samples! why?
§ Importance sampling is a classical way to address this. You keep all
the samples from the proposal/behavior distribution, you just weigh
them.

§ Lets say we want to compute Ex⇠p(.)[f(x)] =
R
f(x)p(x)dx

Ex⇠p(.)[f(x)] =

Z
f(x)p(x)dx =

Z
f(x)

p(x)

q(x)
q(x)dx

= Ex⇠q(.)


f(x)

p(x)

q(x)

�

⇡ 1

N

NX

x(i)⇠q(.),i=1

f(x(i))
p(x(i))

q(x(i))

§ p(x(i))
q(x(i))

is called the importance weight.
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Normalized Importance Sampling

To avoid numerical instability, the denominator is changed in the following
way

Ex⇠p(.)[f(x)] ⇡

P

x(i)⇠q(.)

f(x(i))p(x
(i))

q(x(i))

P

x(i)⇠q(.)

p(x(i))
q(x(i))
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MC Control with Importance Sampling

§ What are the samples x(i)? What are the p(.) and q(.) in our case?
and what is f(x(i))?

Ex⇠p(.)[f(x)] ⇡

P

x(i)⇠q(.)

f(x(i))p(x
(i))

q(x(i))

P

x(i)⇠q(.)

p(x(i))
q(x(i))

§ x(i) are the trajectories.
§ p(x(i)) is the probability of the trajectory x(i) given that the
trajectory follows the target policy.

§ q(x(i)) is the probability of the trajectory x(i) given that the
trajectory follows the behavior policy.

§ f(x(i)) is the return.

Abir Das (IIT Kharagpur) CS60077 Sep 17 and 23, 2021 30 / 32

Aritra Hazra

Aritra Hazra

Aritra Hazra



Agenda Introduction MC Evaluation MC Control

MC Control with Importance Sampling

§ How is a trajectory represented?
§ Refresher from the very first lecture.

Computer	Science	and	Engineering|	Indian	Institute	of	Technology	Kharagpur
cse.iitkgp.ac.in

Reinforcement	Learning	Setting

CS60077	/	Reinforcement	Learning	|	Introduction	(c)	Abir	Das

• Goal	in	RL	Problem:- to	maximize	the	total	reward	“in	expectation”	over	the	
long	run.
• ! ≝ #$, &$, #', &', … , ) τ = )(s$)∏ ) &0|#0 )(#02$|#0, &0)�0
• max78~:(8) ∑ <(#0, &0)�0

§ Let some trajectory x(i) be (s1, a1, s2, a2, · · · )
§ p(x(i)) = p(s1)⇡(a1|s1)p(s2|s1, a1)⇡(a2|s2)p(s3|s2, a2) · · ·
§ q(x(i)) = p(s1)µ(a1|s1)p(s2|s1, a1)µ(a2|s2)p(s3|s2, a2) · · ·
§ p(x(i))

q(x(i))
= ���p(s1)⇡(a1|s1)(((((p(s2|s1,a1)⇡(a2|s2)(((((p(s3|s2,a2)···

���p(s1)µ(a1|s1)(((((p(s2|s1,a1)µ(a2|s2)(((((p(s3|s2,a2)···
= ⇡(a1|s1)⇡(a2|s2)···

µ(a1|s1)µ(a2|s2)··· =

TiQ
t=1

⇡(at|st)
µ(at|st)
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Agenda Introduction MC Evaluation MC Control

MC Control with Importance Sampling

Ex⇠⇡[f(x)] ⇡

P

x(i)⇠µ

f(x(i))p(x
(i))

q(x(i))

P

x(i)⇠µ

p(x(i))
q(x(i))

v⇡(s) = E [G|S1 = s]

⇡

NP
i=1

G(i)
TiQ
t=1

⇡(a
(i)
t |s(i)t )

µ(a
(i)
t |s(i)t )

NP
i=1

TiQ
t=1

⇡(a
(i)
t |s(i)t )

µ(a
(i)
t |s(i)t )

§ This was the evaluation step then do the greedy policy improvement.
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Lecture 5: Model-Free Control

O↵-Policy Learning

Importance Sampling

Importance Sampling

Estimate the expectation of a di↵erent distribution

EX⇠P [f (X )] =
X

P(X )f (X )

=
X

Q(X )
P(X )

Q(X )
f (X )

= EX⇠Q


P(X )

Q(X )
f (X )

�

Aritra Hazra
(Summary)



Lecture 5: Model-Free Control

O↵-Policy Learning

Importance Sampling

Importance Sampling for O↵-Policy Monte-Carlo

Use returns generated from µ to evaluate ⇡

Weight return Gt according to similarity between policies

Multiply importance sampling corrections along whole episode

G
⇡/µ
t =

⇡(At |St)
µ(At |St)

⇡(At+1|St+1)

µ(At+1|St+1)
. . .

⇡(AT |ST )
µ(AT |ST )

Gt

Update value towards corrected return

V (St) V (St) + ↵
⇣
G

⇡/µ
t � V (St)

⌘

Cannot use if µ is zero when ⇡ is non-zero

Importance sampling can dramatically increase variance



Lecture 5: Model-Free Control

O↵-Policy Learning

Importance Sampling

Importance Sampling for O↵-Policy TD

Use TD targets generated from µ to evaluate ⇡

Weight TD target R + �V (S 0) by importance sampling

Only need a single importance sampling correction

V (St) V (St) +

↵

✓
⇡(At |St)
µ(At |St)

(Rt+1 + �V (St+1))� V (St)

◆

Much lower variance than Monte-Carlo importance sampling

Policies only need to be similar over a single step



Agenda Introduction TD Evaluation TD Control

TD Control
§ The SARSA update rule is

Q(st, at) Q(st, at) + ↵

0

B@Rt+1 + �Q(st+1, at+1)| {z }
TD Target

�Q(st, at)

1

CA

§ The TD target gives a one-step estimate of Q function. Optimal Q
function gives the long-term expected reward for taking action at at
state st and then behaving optimally thereafter.

§ Going back to the MDP slides

s

!∗($, &) $

(∗($′)$′ $′′
(∗($′′)

*

q⇤(s, a)=r(s, a)+�
X

s02S
p(s0|s, a)v⇤(s0)

!∗($, &) $

$′

)

!∗($′, &′) &′
q⇤(s, a)=r(s, a) + �

X

s02S
p(s0|s, a)

max
a02A

q⇤(s
0, a0)
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Agenda Introduction TD Evaluation TD Control

Revisiting Bellman equations

§ SARSA:

q⇡(s, a) = r(s, a) + �
X

s02S
p(s0|s, a)

(
X

a02A
⇡(a0|s0)q⇡(s0, a0)

)

Q(st, at) Q(st, at) + ↵ (Rt+1 + �Q(st+1, at+1)�Q(st, at))

§ Q-learning:

q⇤(s, a) = r(s, a) + �
X

s02S
p(s0|s, a)max

a02A
q⇤(s

0, a0)

Q(st, at) Q(st, at) + ↵

✓
Rt+1 + �max

a0
Q(st+1, a

0)�Q(st, at)

◆
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Lecture 5: Model-Free Control

O↵-Policy Learning

Q-Learning

Q-Learning

We now consider o↵-policy learning of action-values Q(s, a)

No importance sampling is required

Next action is chosen using behaviour policy At+1 ⇠ µ(·|St)
But we consider alternative successor action A

0 ⇠ ⇡(·|St)
And update Q(St ,At) towards value of alternative action

Q(St ,At) Q(St ,At) + ↵
�
Rt+1 + �Q(St+1,A

0)� Q(St ,At)
�



Lecture 5: Model-Free Control

O↵-Policy Learning

Q-Learning

O↵-Policy Control with Q-Learning

We now allow both behaviour and target policies to improve

The target policy ⇡ is greedy w.r.t. Q(s, a)

⇡(St+1) = argmax
a0

Q(St+1, a
0)

The behaviour policy µ is e.g. ✏-greedy w.r.t. Q(s, a)

The Q-learning target then simplifies:

Rt+1 + �Q(St+1,A
0)

=Rt+1 + �Q(St+1, argmax
a0

Q(St+1, a
0))

=Rt+1 +max
a0

�Q(St+1, a
0)



Lecture 5: Model-Free Control

O↵-Policy Learning

Q-Learning

Q-Learning Control Algorithm

S,A

R

A’

S’

Q(S ,A) Q(S ,A) + ↵

✓
R + � max

a0
Q(S 0, a0)� Q(S ,A)

◆

Theorem

Q-learning control converges to the optimal action-value function,

Q(s, a)! q⇤(s, a)



Lecture 5: Model-Free Control

O↵-Policy Learning

Q-Learning

Q-Learning Algorithm for O↵-Policy Control



Agenda Introduction TD Evaluation TD Control

Q-learning

§ In essence, SARSA picks actions from old Q’s and Q-learning picks
actions from new Q’s.

§ Since Q-learning updates the Q values by maximizing over all possible
actions, getting the states from a trajectory is not necessary.

§ Advantage?? – Asynchronous update.

§ Disadvantage of arbitrarily choosing states for update?? – Like we
saw in RTDP, making updates along trajectory makes sure the
state-action pairs that are visited frequently i.e., state-action pairs
that are important gets to the optimal values quickly.

§ Q-learning generally learns faster than SARSA. This may be due to
the fact that Q-learning updates only when it finds a better move. In
contrast, SARSA uses the estimate of the next action value in its
target. The value thus, changes everytime an exploratory action is
taken.

§ There are some undesirable situations also for Q-learning.
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Lecture 5: Model-Free Control

O↵-Policy Learning

Q-Learning

Cli↵ Walking Example



Lecture 5: Model-Free Control

Summary

Relationship Between DP and TD

Full Backup (DP) Sample Backup (TD)

Bellman Expectation v⇡(s0) �!s0

v⇡(s) �!s

r

a

Equation for v⇡(s) Iterative Policy Evaluation TD Learning

Bellman Expectation

q⇡(s, a) �!s, a

q⇡(s0, a0) �!a0

r

s0

S,A

R

A’

S’

Equation for q⇡(s, a) Q-Policy Iteration Sarsa

Bellman Optimality q⇤(s
0, a0) �!a0

r

q⇤(s, a) �!s, a

s0

Equation for q⇤(s, a) Q-Value Iteration Q-Learning
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Summary

Relationship Between DP and TD (2)

Full Backup (DP) Sample Backup (TD)

Iterative Policy Evaluation TD Learning

V (s) E [R + �V (S 0) | s] V (S)
↵ R + �V (S 0)

Q-Policy Iteration Sarsa

Q(s, a) E [R + �Q(S 0,A0) | s, a] Q(S ,A)
↵ R + �Q(S 0,A0)

Q-Value Iteration Q-Learning

Q(s, a) E

R + � max

a02A
Q(S 0, a0) | s, a

�
Q(S ,A)

↵ R + � max
a02A

Q(S 0, a0)

where x
↵ y ⌘ x  x + ↵(y � x)


