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Artificial Intelligence

• A fundamental goal in AI is to train intelligent 
agents who can act autonomously

• Multi-Agent systems is a domain in computer 
science that deals with design/programming of 
such agents

• Reinforcement Learning is one technique to 
develop such intelligent agents that learn 
through trial and error 

• Imitation learning is another technique where 
agents learn through observing experts



Policy Learning for 
Intelligent Agent Design

• Policy learning deals with “learning” the best course of actions 
to take given the state an agent is currently on. 

• A policy (𝜋) maps an appropriate action (𝑎) for each state. 

• 𝜋: 𝑠 → 𝑎

• Appropriateness: is linked to maximizing the reward of the 
agent. 

• Note that: it is not about learning the immediate next step, but 
the best course of actions to maximize the future reward
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Policy Learning in a Multi-Agent Setting
• This is the extension of the concept of learning to an environment where there are multiple 

agents 

• Each agent is trying to learn, each agent is imperfect in the beginning 



Swarm 
Robotics

• A swarm of simple robots can 
work together to accomplish 
very difficult tasks 

• Inspired by biological systems

• E.g. Oil spillage clean ups, 
deep sea ventures, military 
surveillance and planetary 
exploration



Swarm Robotics Example



Game Intelligence

Video gaming is a $100Bn 
dollar industry, 200Mn 
people play game on the 
planet. 

How do you leverage MA 
Learning to improve existing 
or design new, enjoyable 
gaming experiences?

The need for Autonomous 
agents that generalize well 
new environments with 
little to no training 

Autonomous Agents as Co-
creative Assistants and 
collaborative team players



Project Malmo: Creating collaborative agents



Fully Autonomous 
Vehicle Control

• It is extremely important to understand the behaviour of other road users

• Other road users can be modelled as autonomous agents

• E.g. Moving around pedestrianized areas, Negotiating in junctions 



Wireless Sensor 
networks

• Distributed, self-organized, and 
energy-constrained wireless 
sensor nodes and actuators

• E.g.: Environmental monitoring, 
industrial process controls, 
healthcare monitoring 

• Heterogeneous and distributed 
WSNs could be integrated with 
the MAS to map the real-world 
challenges into the AI domain

Derakhshan, F., & Yousefi, S. (2019) A review on the applications of MAS in Sensor Networks : Paper

https://journals.sagepub.com/doi/full/10.1177/1550147719850767


Decision making under uncertainty

Environment

Agent

ActionReward

or

State

E.g. Current 
frame

E.g. Next 
frame



How does Reinforcement Learning Work?

Run 

or 

Jump?

Jump!



Markov Decision Processes

• A MDP is defined by a finite set of states and actions and one step transition dynamics (or 
transition probabilities) and reward function. 

• 𝑆 - The world divided up into a finite set of possible states, where each state is 
denoted as 𝑠

• 𝐴 represents the finite set of available actions , where each action is denoted as 𝑎

• 𝑃 – represents the transition dynamics is a probability distribution that maps each 
state-action (𝑠, 𝑎) pair to a probability distribution over the possible next states (𝑠′): 
𝑃: 𝑆 × 𝐴 → Δ𝑆

• Each transition denoted as 𝑃(𝑠′|𝑠, 𝑎), generally it is the 𝑃(𝑠, 𝑎, 𝑠′) that is needed

• 𝑅 – is the reward function which defines the immediate reward that an agent would 
receive for being in state 𝑠, executing action 𝑎 and transitioning to state 𝑠′. 

• Formally, a MDP is defined as a tuple 𝑆, 𝐴, 𝑃, 𝑅



Markov Decision Processes

𝑆 = 𝑠0, 𝑠1, 𝑠2

𝐴 = {𝑠0, 𝑠1}

𝑃𝑠𝑠′
𝑎0 =

0.5 0 0.5
0.7 0.1 0.2
0.4 0 0.6

, 𝑃𝑠𝑠′
𝑎1 =

0 0 1
0 0.95 0.05
0.3 0.3 0.4

𝑅: 𝑆 × 𝐴 × 𝑆 → ℝ

E.g. 𝑅 𝑠0, a0, s2 = +1
𝑅 𝑠0, a0, s0 = 0
𝑅 𝑠1, a0, s0 = 5

𝑀𝐷𝑃 = 𝑆, 𝐴, 𝑃, 𝑅



MDP inside Environment : RL / Goal of MDP 
solving

• Goal of solving a MDP is to find a policy that maps each state to 
distribution over possible actions. 

• Formally, policy 𝜋: 𝑆 → Δ(𝐴), which is a mapping from state space 𝑆 to a 
distribution over action space Δ(𝐴), so that the accumulated reward is 
maximized. 



Partially Observable MDPs
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Partially Observable MDP

• In most applications we cannot actually observe the true environmental state, but only 
partially sense it. 

• Now we have observations – what is sensed

• Observation function – how the sensor behaves

• In addition to what and MDP consists, now we have two more aspects

• 𝑂 – Observation function: 𝑂:𝐴 × 𝑆 → ΔΩ, Ο 𝑜 𝑠′, 𝑎 denotes the probability of 
observing 𝜊 when taking action 𝑎 and a state transition to 𝑠′ happens

• Ω – finite set of observation 

• POMDP is defined by the tuple 𝑆, 𝐴, 𝑃, 𝑅, Ω, 𝑂



Decentralized POMDPs-(Dec-POMDP)
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Decentralized POMDPs- (Dec-POMDP)

• Now while we have 𝑛 agents taking actions to receive a single reward, 
each agent receives a different partial observation

• Ω𝑖 : finite set of observations available to agent 𝑖

• Ω : set of joint observations Ω = Ω1 × Ω2⋯× Ω𝑛

• The observation function 𝑂 is now defined between state transitions 
and joint action

• 𝑂: Ԧ𝐴 × 𝑆 → Δ Ω

• Hence Dec-POMDP is defined by the tuple 𝑆, 𝐴𝑖 , 𝑃, 𝑅, 𝑂, Ω , 𝐼



Variations of Multi-Agent MDPs
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Worst-case complexity of finite Horizon 
Problems

NP

P

NP 
Hard

NEXP

Amato et al., Decentralized Control of Partially Observable Markov Decision Processes: Paper

https://ieeexplore.ieee.org/document/6760239


Game Theoretical Formulations of MARL

• There are two different but closely related theoretical frameworks for MARL

• Markov Games – Also known as stochastic games

• Cooperative Setting: All agents receive the same reward 

• Competitive setting: zero sum game, E.g. reward of one agent is the loss of other

• Mixed setting: general sum game, each agent is self interested, and rewards may conflict 
with each other

• Extensive form games

• Better at handling imperfect information, such as partial observability

• Different solutions are proposed for these settings where the Nash Equilibrium is found

• NE – joint policy learnt

• By definition, NE characterizes the point that no agent will deviate from, if any algorithm finally 
converges.



Nash Equilibrium as a solution concept

• NE Is a reasonable solution concept in game theory, under the 
assumption that the agents are all rational, and are capable of perfectly 
reasoning and infinite mutual modelling of agents. 

• However, with bounded rationality, the agents may only be able to 
perform finite mutual modelling

• As a result, the learning dynamics that are devised to converge to NE 
may not be justifiable for practical MARL agents.



Basics of Reinforcement Learning: Q function

• An agent learns to take the action at a given state by maintaining a 
Action-Value function

• This is known as the Q-function: denoted as 𝑄(𝑠, 𝑎)

• The intuition is that for each state (𝑠) an agent may be in, it knows 
the relative goodness of each action (𝑎)

• Then the policy could be to simply take the action with the highest 𝑄
value at state 𝑠 (known as the greedy policy)

3     6     7 -1     5     17 -2      6     5 -2     10    3



Basics of Reinforcement Learning: GPI

• Generalized policy Iteration (GPI) is conceptually the basic pseudocode of 
many RL algorithms

• GPI has two components:

• Policy evaluation: E.g. determining the 𝑄(𝑠, 𝑎) values by taking actions and 
receiving rewards according to a policy

• Policy Improvement: Then improve the policy, by acting greedily on the 
value function

• Continue GPI until convergence – i.e. mean expected rewards do not increase 
anymore



Basics of Deep Reinforcement Learning

• In Deep reinforcement learning the policy (𝜋) is parameterized (𝜃) using a 
neural network
• In most algorithms we shall discuss the policy is treated as LSTM network

• The action value function (𝑄) used for policy evaluation is also a neural 
network

• Policy is considered to be the actor, and the action value function which is 
used to improve the policy is considered the critic
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Learning structures

Environment

Agent 1 Agent 3 Agent N

Observations

Agent 4Agent 2

Zhang et al., Multi-Agent Reinforcement Learning: A Selective Overview of Theories and Algorithms

Environment

Agent 1 Agent 2 Agent N

Observations

Actions

Actions

Environment

Agent 1 Agent 2 Agent N

Observations

Central 
Controller

Shareable 
observations

policy

Actions



Joint Action Learning

• Joint observation of all agents are 
mapped to a joint action of all agents
• 𝑂1, 𝑂2… ,𝑂𝑁 → (𝐴1, 𝐴2, … . , 𝐴𝑁)

• Centralized in both training and 
execution
• leads to an exponential growth in the 

observation and actions spaces with the 
number of agents

Environment

Agent 1 Agent 2 Agent n

Observations

Central 
Controller

𝑶 → 𝒂

policy

Actions

𝑂1 𝑎1

𝑂2 𝑎2

𝑂𝑁 𝑎𝑛

R

𝜋( Ԧ𝑎| Ԧ𝑜)



Fully factored centralized control 
• Assume that the joint action ( Ԧ𝑎) can be 

factored into individual components (𝑎𝑖) for 
each agent 

• Now the joint observation is mapped to the 
action of individual agents using a set of 
independent sub-policies
• 𝑃 Ԧ𝑎 = ς𝑖

𝑛𝑃(𝑎𝑖)

• This reduces the Action space from 𝐴 𝑛 to 
𝐴 𝑛

• Observation space still keeps growing and 
hence such approaches aren’t suitable for 
complex environments nor large number of 
agents

Environment

Agent 1 Agent 2 Agent n

Observations

Central 
Controller

𝑂 → 𝑎1
𝑂 → 𝑎2

𝑂 → 𝑎𝑛

Actions

𝑂1 𝑎1

𝑂2 𝑎2

𝑂𝑛 𝑎𝑛

R



Independent (Dec/Concurrent) Learning
• Each agent learns its own policy, without any 

knowledge about others, but with a joint reward 
function
• 𝑂𝑖 → 𝐴𝑖
• An agent considers other agents’ and their actions as 

part of the environment dynamics

• This is helpful when agents learn heterogeneous 
policies

• Training does not scale as agents increase
• Agents don’t share experience, therefore sample 

complexity increases
• High computational and memory requirements

• Learning in such an environment is non-stationary
• As each agent evolves over time -> lack of convergence 

guarantees/ cant use experience replay

𝑂1 𝑎1 𝑂2 𝑎2 𝑂𝑁 𝑎𝑛

Environment

Observations

Actions

R

𝜋1(𝑎1|𝑜1, 𝜃1) 𝜋2(𝑎2|𝑜2, 𝜃2) 𝜋𝑛(𝑎𝑛|𝑜𝑛, 𝜃𝑛)

Agent n 
𝒐𝒏 → 𝒂𝒏

Agent 2 
𝒐𝟐 → 𝒂𝟐

Agent n 
𝒐𝟏 → 𝒂𝟏

(Gupta et al., 2017): Paper

http://ala2017.it.nuigalway.ie/papers/ALA2017_Gupta.pdf


Reward shaping in independent learning

• Rather than working on the same global 
reward, if rewards are factorized or 
shaped in a certain way this allows 
agents to learn different behaviour

• Tampuu et al., tried independent 
learning but shaped the rewards to 
achieve either cooperative or 
competitive behaviour

𝑂1 𝑎1 𝑂2 𝑎2 𝑂𝑁 𝑎𝑛

Environment

Observations

Actions

R

𝜋1(𝑎1|𝑜1, 𝜃1) 𝜋2(𝑎2|𝑜2, 𝜃2) 𝜋𝑛(𝑎𝑛|𝑜𝑛, 𝜃𝑛)

Agent n 
𝒐𝒏 → 𝒂𝒏

Agent 2 
𝒐𝟐 → 𝒂𝟐

Agent n 
𝒐𝟏 → 𝒂𝟏

(Tampuu et al., 2016): Paper

https://journals.plos.org/plosone/article?id=10.1371/journal.pone.0172395


Centralized Learning – Decentralized Execution

• The objective is to learn (train) in a centralized manner, but with an 
expectation to execute the policies without sharing of information 
(observations/actions)

• During train time the agents get a chance to learn the correlations 
with other agents actions/observations

• Intuition: a football team may train together to learn some cooperative 
behaviour – when it comes to the match the players expect others to 
behave according to the training setting. 



Robot Alignment Problem
• The objective is for two robots to face each other, 

based on local observations only

• The actions: Turning, send and receive infra-red 
signals. 

• The two possible observations are the presence 
or absence of infra-red reading at a robot’s 
sensor. 

• A robot can only read an infra-red signal if they 
are aligned and the other is sending a signal.

• Such problems where the objective does not 
depend on the environment dynamics may 
benefit from controlled training settings

Orientations

(Kraemer and Banerjee, 2016): Paper

https://www.sciencedirect.com/science/article/abs/pii/S0925231216000783


Shared Parameter Learning

• When agents need not be heterogeneous, 
or when they can be homogeneous they 
can learn from others’ experiences

• Idea is to have just one policy shared 
between all agents
• This policy takes the local observation and 

maps to an action
• However the actions taken by agents are 

different, because their observations are 
different 

• Centralized learning but decentralized 
execution (control)

𝑂1 𝑎1 𝑂2 𝑎2 𝑂𝑁 𝑎𝑛

Environment

Observations

Actions

R

𝜋(𝑎𝑙𝑜𝑐𝑎𝑙|𝑜𝑙𝑜𝑐𝑎𝑙 , 𝜃)

Agent n 
𝒐𝒏 → 𝒂𝒏

Agent 2 
𝒐𝟐 → 𝒂𝟐

Agent n 
𝒐𝟏 → 𝒂𝟏

(Gupta et al., 2017): Paper

http://ala2017.it.nuigalway.ie/papers/ALA2017_Gupta.pdf


Reinforcement Learning as Rehearsal

• This is a centralized learning for decentralized 
execution algorithm

• The idea is that the agents train under the 
supervision of the 3rd party observer (Oracle)

• This centralized observer tells the agents, the 
actions of other agents

• But agents cant send information to the 
observer

• E.g. Satellites communicate to GPS units or 
robots. 

• The agents must still learn a policy that will not 
rely on these communications during execution

𝑂1 𝑎1 𝑂2 𝑎2 𝑂𝑁 𝑎𝑛

Environment

Observations

Actions

R

Agent n 
𝒐𝒏 → 𝒂𝒏

Agent 2 
𝒐𝟐 → 𝒂𝟐

Agent n 
𝒐𝟏 → 𝒂𝟏

𝜋1(𝑎1|𝑜1, 𝜃1) 𝜋2(𝑎2|𝑜2, 𝜃2) 𝜋𝑛(𝑎𝑛|𝑜𝑛, 𝜃𝑛)

Oracle

𝑠, Ԧ𝑎
𝑠, Ԧ𝑎

𝑠, Ԧ𝑎

𝑄1
𝑐(𝑠, Ԧ𝑎) 𝑄2

𝑐(𝑠, Ԧ𝑎) 𝑄𝑛
𝑐(𝑠, Ԧ𝑎)

(Kraemer and Banerjee, 2016): Paper

𝑄1(ℎ1, 𝑎1) 𝑄2(ℎ2, 𝑎2) 𝑄𝑛(ℎ𝑛, 𝑎𝑛)

https://www.sciencedirect.com/science/article/abs/pii/S0925231216000783


Reinforcement Learning as Rehearsal

• The availability of full state and joint actions allows an agent to maintain 
a Q-function (or table) constituting joint actions and its own history. 
• This allows an agent to build beliefs about the state transition dynamics and the 

reward function 𝑅 𝑠, Ԧ𝑎

• Also, the agents can maintain an estimate of observation probability function 
𝑃 𝑂𝑖 𝑠, Ԧ𝑎

• This “hybrid” Q-function can be used to update its policy during training

• The Q-function used for execution time can be obtained by 
marginalizing full system state and joint action from the hybrid Q-
function



MA-Deep Deterministic Policy Gradient

• Each agent now maintains a separate 
centralized Q function

• The policy is updated based on the gradient 
calculated using the Q

• Each agent can work with different rewards
• Both competitive and cooperative settings

• This method can work with deterministic 
policies

• Centralized action-value function is updated 
similar to the DQN structure

• To stop overfitting to other agents’ policies 
in competitive settings, an ensemble of 
policies are maintained for each agent

𝑂1 𝑎1 𝑂2 𝑎2 𝑂𝑁 𝑎𝑛

Environment

Observations

Actions

R

Agent n 
𝒐𝒏 → 𝒂𝒏

Agent 2 
𝒐𝟐 → 𝒂𝟐

Agent n 
𝒐𝟏 → 𝒂𝟏

𝜋1,1(𝑎1|𝑜1, 𝜃1,1) 𝜋2(𝑎2|𝑜2, 𝜃2) 𝜋𝑛(𝑎𝑛|𝑜𝑛, 𝜃𝑛)

Oracle

𝑠, Ԧ𝑎
𝑠, Ԧ𝑎

𝑠, Ԧ𝑎

𝑄1
𝑐(𝑠, Ԧ𝑎) 𝑄2

𝑐(𝑠, Ԧ𝑎) 𝑄𝑛
𝑐(𝑠, Ԧ𝑎)

∇𝜃𝑖, ∇𝑎𝑖

(Lowe et al., 2017): Paper

𝜋1,2(𝑎1|𝑜1, 𝜃1,2)
𝜋1,3(𝑎1|𝑜1, 𝜃1,3)

Central Critic

https://arxiv.org/abs/1706.02275


Counter Factual MA RL (COMA)

• At a higher level the concept is similar to 
MADDPG/RLaR – CLn-DEx

• There is only one central critic
• Each agent does not maintain a critic using the 

global states and actions

• Centralized critic also computes an agent specific 
“Advantage” function
• A “difference” reward is calculated for each agent 

action

• 𝐴𝑑𝑣𝑎1
𝑡 = 𝑄 𝑠, Ԧ𝑎 − σ

𝑎1
′ 𝜋1 𝑎1

′ 𝑜1 𝑄 𝑠, Ԧ𝑎−1, 𝑎1
′

• This can be seen as an extension of the A2C 
algorithm to MA domains with a centralized critic

𝑂1 𝑎1 𝑂2 𝑎2 𝑂𝑁 𝑎𝑛

Environment

Observations

Actions

R

Agent n 
𝒐𝒏 → 𝒂𝒏

Agent 2 
𝒐𝟐 → 𝒂𝟐

Agent n 
𝒐𝟏 → 𝒂𝟏

𝜋1(𝑎1|𝑜1, 𝜃1) 𝜋2(𝑎2|𝑜2, 𝜃2) 𝜋𝑛(𝑎𝑛|𝑜𝑛, 𝜃𝑛)

Oracle

𝑠, Ԧ𝑎

𝑄𝑐(𝑠, Ԧ𝑎)

𝐴𝑑𝑣1,𝑡

𝑄 − 𝑏(𝑠, Ԧ𝑎−1)

𝜋1, 𝑎1

Central Critic

(Foerster et al., 2017): Paper

https://arxiv.org/abs/1705.08926


Value Decomposition Network

• Training the fully centralised critic becomes impractical when there are 
more than a handful of agents
• Requires on-policy learning that is sample inefficient

• Lazy agent problem
• In system with multiple agents, when one of the agents learn to solve the task, 

others could be discouraged to learn
• This is because other agents’ exploration may be detrimental to the overall 

performance. 

• The credit assignment problem:
• How do we interpret the common reward signal?
• It is incorrect for a lazy agent to attribute the team reward to itself



Value Decomposition Network

• Objective: to learn a centralized, but 
factored critic
• Can be seen as a combination between 

critic architecture in MADDPG/RLaR
and that with COMA

• But a simplified NN architecture

• The idea is to simply represent the 
overall Q function as a total of the 
individual Q functions of agents.

• 𝑄 ℎ1, ℎ2, . . ℎ𝑛 , 𝑎1, 𝑎2, … 𝑎𝑛 ≈ σ 𝑄[ℎ𝑖 , 𝑎𝑖]

• A decentralised policy arises simply 
from each agent selecting actions 
greedily with respect to its Q 
function

𝑂1 𝑎1 𝑂2 𝑎2 𝑂𝑁 𝑎𝑛

Environment

Observations

Actions

R

Agent n 
𝒐𝒏 → 𝒂𝒏

Agent 2 
𝒐𝟐 → 𝒂𝟐

Agent n 
𝒐𝟏 → 𝒂𝟏

𝜋1(𝑎1|𝑜1, 𝜃1) 𝜋2(𝑎2|𝑜2, 𝜃2) 𝜋𝑛(𝑎𝑛|𝑜𝑛 , 𝜃𝑛)

𝑄𝑐(𝐻, Ԧ𝑎)

𝑄1(ℎ1, 𝑎1) 𝑄2(ℎ2, 𝑎2) 𝑄3(ℎ3, 𝑎3)

+

Central Critic

ℎ = history



Q-Mix Network

• The complexity of centralised action-
value functions learnt by VDN is quite 
limited as it learns only from individual 
agent observations and actions. 

• Q-Mix provides a more complex function 
representations through “hyper-
networks” 

• Q-Mix also consider any extra state 
information available during training

𝑂1 𝑎1 𝑂2 𝑎2 𝑂𝑁 𝑎𝑛

Environment

Observations

Actions

Agent n 
𝒐𝒏 → 𝒂𝒏

Agent 2 
𝒐𝟐 → 𝒂𝟐

Agent n 
𝒐𝟏 → 𝒂𝟏

𝜋1(𝑎1|𝑜1, 𝜃1) 𝜋2(𝑎2|𝑜2, 𝜃2) 𝜋𝑛(𝑎𝑛|𝑜𝑛, 𝜃𝑛)

Oracle

𝑠

𝑄𝑐(𝐻, Ԧ𝑎)

𝑄1(ℎ1, 𝑎1) 𝑄2(ℎ2, 𝑎2) 𝑄3(ℎ3, 𝑎3)

Central Critic

Mixing Network

R



Communication between Agents 

• The main question revolves around developing efficient communication protocols between agents to 
coordinate their behaviour

• In addition to the actions that influence the environment, now agents take “communication” actions

• Due to the limited bandwidth of the channel, and partial observability, the agents have to discover a 
good protocol to coordinate their behaviour

• Protocol: mapping from an action-observation history to sequences of messages

• Communication between agents is not restricted during learning

• During execution the communication is on bandwidth limited channel



RIAL-Reinforced Inter Agent Learning
• The idea is to let agents learn a 

policy for environmental actions 
and communication actions 
• Com actions: messages

• The agents can be trained 
separately or a common network 
can be learnt for all agents
• Each agent can use a copy of this 

network during execution time

• Similar to parameter sharing scheme 
made possible due to centralization

𝑂1 𝑎1 𝑂2 𝑎2 𝑂𝑁 𝑎𝑛

Environment

Observations

Actions

R

𝜋𝑎 𝑎𝑙𝑜𝑐𝑎𝑙 𝑜𝑙𝑜𝑐𝑎𝑙 , 𝑚𝑜𝑡ℎ𝑒𝑟
𝑡−1 , 𝜃𝑎 ,  𝜋𝑚 𝑚𝑙𝑜𝑐𝑎𝑙 𝑜𝑙𝑜𝑐𝑎𝑙 , 𝑚𝑜𝑡ℎ𝑒𝑟

𝑡−1 , 𝜃𝑚

Agent 1 
𝒐𝟏 → 𝒂𝟏
𝒐𝟏 → 𝒎𝟏

P.S. simplistic version of the RIAL, as it takes all the histories, as well as previous messages and actions 

𝑚1
𝑡

𝑚𝑜𝑡ℎ𝑒𝑟𝑠
𝑡−1

Agent 2 
𝒐𝟐 → 𝒂𝟐
𝒐𝟐 → 𝒎𝟐

Agent n 
𝒐𝒏 → 𝒂𝒏
𝒐𝒏 → 𝒎𝒏

(Foerster et al., 2016): Paper

https://arxiv.org/abs/1605.06676


DIAL-Differentiable Inter Agent Learning
• In RIAL context there is no feedback about 

how good the communication actions 
(messages) are. 

• The DIAL allows such feedback by utilizing 
gradient flow across the agents

• Centralized learning: Com-actions are replaced 
by connections between agents
• An agent outputs a real-valued message to the 

input of the other agents
• This message is regularized and using a logistic 

function
• Gradients are passed backwards along the 

connection channel – acts as feedback

• De-Centralized Exec: – The messages are 
discretized to enable binary valued messages

𝑂1 𝑎1 𝑂2 𝑎2 𝑂𝑁 𝑎𝑛

Environment

Observations

Actions

R

𝜋𝑎 𝑎𝑙𝑜𝑐𝑎𝑙 𝑜𝑙𝑜𝑐𝑎𝑙 , 𝑚𝑜𝑡ℎ𝑒𝑟
𝑡−1 , 𝜃𝑎 ,  𝜋𝑚 𝑚𝑙𝑜𝑐𝑎𝑙 𝑜𝑙𝑜𝑐𝑎𝑙 , 𝑚𝑜𝑡ℎ𝑒𝑟

𝑡−1 , 𝜃𝑚

Agent 1 
𝒐𝟏 → 𝒂𝟏
𝒐𝟏 → 𝒎𝟏

𝑚1
𝑡

𝑚𝑜𝑡ℎ𝑒𝑟𝑠
𝑡−1

Agent 2 
𝒐𝟐 → 𝒂𝟐
𝒐𝟐 → 𝒎𝟐

Agent n 
𝒐𝒏 → 𝒂𝒏
𝒐𝒏 → 𝒎𝒏

Feedback about 𝑚1
𝑡

(Foerster et al., 2016): Paper

https://arxiv.org/abs/1605.06676


Continuous Broadcasting for Coordination
• It was shown that continuous messaging between agents allowed for better 

coordination
• Each agent was implemented as a LSTM module

• Inputs: its previous hidden state and, the broadcasted message 
• Output: next state

• The broadcasted message is the mean of the hidden state of all the agents
• This approach is modular and more scalable as number of agents increase

(Sukhbaatar et al., 2016): Paper

https://arxiv.org/pdf/1605.07736.pdf


Continuous Broadcasting for Coordination

(Sukhbaatar et al., 2016): Paper

https://arxiv.org/pdf/1605.07736.pdf


Scheduling on a Limited Bandwidth Channel 

• Instead of a broadcasted message, 
selected number of agents are 
allowed to transmit a message

• A scheduler will determine which 
agents will broadcast their messages 
at a given instance. 
• Weight based scheduler is used

• All agents learn to take actions 
based on their observations and the 
received message

𝑂1 𝑎1 𝑂2 𝑎2 𝑂𝑁 𝑎𝑛

Environment

Observations Actions

𝜋𝑖
𝑎(𝑎𝑖|𝑜𝑖 ,𝒎, 𝜃𝑖

𝑎)

Oracle 𝑠

𝑄𝑐(𝑠, 𝑤)
Central Critic
For Training

R

Agent n 
𝒐𝒏 → 𝒘𝒏

𝒐𝒏,𝒎 → 𝒂𝒏
𝒐𝒏 → 𝒎𝒏

Agent 2 
𝒐𝟐 → 𝒘𝟐

𝒐𝟐,𝒎 → 𝒂𝟐
𝒐𝟐 → 𝒎𝟐

Agent 1 
𝒐𝟏 → 𝒘𝟏

𝒐𝟏,𝒎 → 𝒂𝟏
𝒐𝟏 → 𝒎𝟏

Scheduler
𝜋𝑖
𝑚(𝑚𝑖|𝑜𝑖 , 𝜃𝑖

𝑚)

𝜋𝑖
𝑤(𝑤𝑖|𝑜𝑖 , 𝜃𝑖

𝑤)

𝑉𝑐(𝑠)

∇𝜃𝑤∇𝜃𝑚

∇𝜃𝑎

(Kim et al., 2019): Paper

m

https://arxiv.org/abs/1902.01554


Scaling Multi-Agent Learning

• In the proceeding slides we discuss different methods to scale MA Learning to 
challenging applications

• Curriculum learning as a method handle the gradual increase in complexity

• Attention mechanisms as a method to reduce the dimensionality

• Task decomposition and evolutionary algorithms to deal with complex tasks 
and environments with large agent counts



Curriculum Learning in MARL
• A curriculum is a method to structure the learning: E.g. gradually increase the number of agents

• Decentralized policies learnt on few agents failed to generalize to situations with large number of 
agents

• In Gupta et al., the agents are trained in systems with different number of agents
• There is probability of facing a system with any number of agents
• As the training progresses, agent will train in systems with large number of agents with higher probability

https://slideplayer.com/slide/783946/

From the distribution sample a task

Optimize the policy with PS-TRPO for a 
few iterations – Is MER > Threshold?

Change Dirichlet distribution parameters 
to increase the mean agents

(Gupta et al., 2017): Paper

https://slideplayer.com/slide/783946/
http://ala2017.it.nuigalway.ie/papers/ALA2017_Gupta.pdf


Curriculum Learning: Progression of Action 
Space
• In many contexts agent may not have 

control over the environment nor the 
number of agents in the system

• Agents may however, start with a small 
action space and gradually grow it 
• Domain knowledge is required to identify 

such a hierarchy of action spaces

• Shown to improve the sample efficiency
• Data from exploration using a restricted 

action space is still valid in less restrictive 
spaces

𝒜: Unrestricted Action Space

𝒜𝑙 , 𝑙 ∈ 1, 2, …𝑁 : N Restricted Action Spaces
𝒜1 ⊂ 𝒜2 ⊂ ⋯ ⊂ 𝒜𝑁 ⊆ 𝒜

Such that ∀𝑎 ∈ 𝒜𝑙, there is a 𝑝𝑎𝑟𝑒𝑛𝑡𝑙(𝑎) in 𝒜𝑙−1

Sample 𝑙 at beginning of each episode
Update 𝑄≥𝑙(𝑠, 𝑎) all the children

𝑄𝑙+1 𝑠, 𝑎 = 𝑄𝑙 𝑠, 𝑝𝑎𝑟𝑒𝑛𝑡𝑙 𝑎 + Δ𝑙 𝑠, 𝑎

Hierarchical Clustering of Agents
Agents are clustered in to k-groups

All agents within a group take the same action𝛼

(Farquhar et al., 2019): Paper

https://arxiv.org/abs/1906.12266


Evolutionary Population Curriculum

• The idea is to progressively 
increase the number of agents

• Simplest option is to train N 
agents and at a certain threshold 
clone the Agents to progress to a 
2N agent setting

• Uses an evolutionary algorithm 
to mix-and-match, selecting and 
mutating agents to proceed to 
future stages

(Long et al., 2020): Paper

3 Agent Env

6 Agent Env

5 Agent Env

4 Agent Env 10 Agent Env

4 Agent Env

Stage 1

Stage 2

CrossoverMutation

Mutation: Further training of an agent
Selection: fitness score of a set of mutated agents is 
computed as their average reward

https://openreview.net/pdf?id=SJxbHkrKDH


Attention Schemes: Deep Multi-Critic 
Network (DMCN)
• Training centralized critics is affected by 

curse of dimensionality

• However, a critic may not need to pay 
attention to all the agents, but only the 
key number of agents during a given 
situation

• The idea is to train multiple critics, who 
pay attention to varying number of 
agents

• The output is a weighted average of the 
individual critic outputs

Hook et al., Deep Multi-Critic Network for accelerating Policy Learning in multi-agent environments: Paper

https://www.sciencedirect.com/science/article/pii/S0893608020301519


Multi-Agent Attention Actor Critic (MAAC)

• The idea is to lean a centralized critic, but the attention scheme 
selects which agents to pay attention to. 

• Attention critic is able to dynamically select which agents to pay 
attention to during training
• The input space is linearly increasing with the number of agents

• In contrast, if attention is not selective, the input space quadratically 
increases

(Iqbal et al., 2019): Paper

http://proceedings.mlr.press/v97/iqbal19a/iqbal19a.pdf


DMCN vs MAAC



Centralized training is not always a solution

• In Sensor networks or in intelligent transportation systems central agent is too expensive or does not 
exist

• Centralization often brings about security and privacy issues. 

• A group of agents would want to reach a consensus, while preserving the privacy of their individual 
goals. 



Value Propagation for Decentralized MARL

• A fully decentralized training algorithm, but 
assumes that agents communicate with its 
neighbors

• The problem here is formulated as a 
networked MMDP, where agents are 
connected to its neighbors, and each agent 
receives a local reward

• Agents communicate about its value 
function with its neighbors, and maintains a 
local policy – hence the name value 
propagation
• Off policy updates are possible making it more 

data efficient

Each node is an agent

𝑚𝑎𝑥𝑖𝑚𝑖𝑧𝑒 𝔼

𝑡=0

∞
1

𝑁


𝑖=1

𝑁

𝛾𝑡 𝑅𝑖(𝑠𝑡 , 𝑎𝑡)

𝜋𝑖 𝑎𝑖 , 𝑠𝑖 , 𝜃𝑖
𝑉𝑖(𝑠𝑖 , 𝛼𝑖)

(Qu et al., 2019): Paper

https://arxiv.org/abs/1901.09326


Challenges: 
Complex Tasks

• Often tasks that need to be solved by 
multiple agents are quite complex

• They can be broken down in to 
multiple sub-tasks

• Solving these sub-tasks by 
multiple agents could be much 
easier than solving the full task. 

• Solving subtasks may involve only a 
subset of the state-space dynamics

https://imgur.com/kv19OvE

https://imgur.com/kv19OvE


Task Decomposition

• It is shown that if main goal can be 
decomposed in to several sub-tasks, the 
agents can learn more effectively

• This accomplished by incorporating task 
specific critics for each agent

• This can be seen as an extension of the Q-
Mix/VDN concept where the rewards are 
decomposed not only per-agent but as per-
agent-per task

• As a result each agent learns per-task 
policies conditioned by the critics

𝑂1 𝑎1 𝑂2 𝑎2 𝑂𝑁 𝑎𝑛

Environment

Observations

Actions

Agent n 
𝒐𝒏 → 𝒂𝒏

Agent 2 
𝒐𝟐 → 𝒂𝟐

Agent n 
𝒐𝟏 → 𝒂𝟏

Oracle

𝑠

𝑄𝑐(𝐻, Ԧ𝑎)

𝑄1(ℎ1, 𝑎1) 𝑄2(ℎ2, 𝑎2) 𝑄3(ℎ3, 𝑎3)

Central Critic

Mixing Network

(Sun et al., 2020): Paper

𝜋1,𝑇1, 𝜋1,𝑇2 , 𝜋1,𝑇2

R 𝑄1,𝑇1 𝑄1,𝑇2 𝑄1,𝑇3

𝜋2,𝑇1, 𝜋2,𝑇2 , 𝜋2,𝑇2

𝑄2,𝑇1 𝑄2,𝑇2 𝑄2,𝑇3

𝜋3,𝑇1, 𝜋3,𝑇2 , 𝜋3,𝑇2

𝑄3,𝑇1 𝑄3,𝑇2 𝑄3,𝑇3

https://ieeexplore.ieee.org/document/9119863


Challenges: 
Generalizability

• A population of independent 
RL agents are trained 
concurrently from thousands 
of parallel matches on 
randomly generated 
environments

• Each agent learns its own 
internal reward signal and 
rich representation of the 
world



Jaderberg et al., Science 364, 859–865 (2019): Human-level performance in 3D multiplayer games with population-based reinforcement learning: Paper

https://science.sciencemag.org/content/364/6443/859


Challenges: Lack of real-world data sets

• Except for gaming environments, there is a significant lack of real-world multi-agent data sets

• When there is data, for the problem to be framed as a RL/MARL problem you have to define a reward 
function

• The reward function we define, ultimately defines the behaviour of the agent



Tutorial 
Outline

1. Introduction 

• Policy learning in Multi-Agent Settings 

• Potential Real World Applications

• Basics of reinforcement learning

2. Recent Developments in Multi-Agent Reinforcement Learning

• Centralized training and decentralized execution

• Communication based MA learning

• Scaling MA learning: Curriculum learning, Selective Attention, 
Evolutionary methods

3. Challenges and Applications of Data driven Multi-Agent Learning

• MA Imitation learning in sports analytics

• Applications in driverless vehicle control

• Using Agent based simulations to assist MA learning

4. Experimental platforms and Conclusions



Imitation Learning

• Many real-world problems cannot be framed as reinforcement learning

• Imitation learning is an alternative concept to allow a robot (computer) 
to learn to perform a task by observing demonstrations from an expert

• Two types of imitation learning

• Behavioural cloning

• Inverse reinforcement learning



Imitation Learning



Multi-Agent Imitation 
Learning

• Growing availability of real world multi-agent data 
sources enables the possibility of learning MA 
decision making policies from data

• E.g. Sports tracking: Learning team behaviour

• E.g. Vehicle tracking: learning autonomous 
vehicle control policies

• Learning MA policies from expert demonstrations is 
known Multi-Agent Imitation Learning

Tian et al., Use of Machine Learning to Automate the Identification of Basketball Strategies Using Whole Team Player Tracking Data: Paper

https://www.mdpi.com/2076-3417/10/1/24/htm


MA Inverse Reinforcement Learning

• IRL assumes that the expert is optimizing an underlying reward function, 
and attempts to recover this reward function that rationalizes the 
demonstrations



Example: Artificial Intelligence for Player Behaviour Modelling



Coordinated Imitation Learning for building 
Artificial player models

• Many real-world multi-agent applications cannot be framed as  reinforcement learning problem

• The reward function used, determines the emergent agent behaviour

• In a scenario of learning from player tracking data in football there are many contextual challenges

• It is very difficult to specify a suitable reward function: goals are a rarity

• Goal probability model that captures various contexts is required for optimization

• Different players must coordinate their behaviour according to the game situation

• Player roles may change during the match, hence the policy assumed by an expert is not fixed

• The actions of a player very high dimensional: especially considering the body movements 
associated with the actions

Le et al., Data-Driven Ghosting using Deep Imitation Learning: Paper

https://s3-us-west-1.amazonaws.com/disneyresearch/wp-content/uploads/20170228130457/Data-Driven-Ghosting-using-Deep-Imitation-Learning-Paper1.pdf


Data-Driven Ghosting

• Data Used and Pre-processing

• 100 games of player tracking and event data from a recent professional soccer 
league

• interested in modeling defensive situations, only focused on sequences of play 
where the opposition had control of the ball. 

• A defensive sequence is terminated when a goal is scored against the defending 
team, the ball gets out of the pitch, dead-ball events occur (e.g. foul, offside), or 
the defensive team regains possession of the ball. 

• In total, there were approximately 17400 sequences of attacking-defending 
situations

• (~3 million frames at 10 frames per second). 

• The average length of all sequences is approximately 170 frames, or 17 
seconds.



Pre-
Processing: 

role 
alignment



Feature Engineering

• Input feature contains three 
aspects

• Absolute coordinates of 
players and ball

• Relative polar coordinates 
of each player towards 
the ball and the goal

• Role of the player



Model Building

• Objective: Predict the next position of the player (that is been modelled) 

• A particular type of recurrent neural networks called Long Short-Term Memory (LSTM) was used due to its powerful 
ability to capture long-range dependencies in sequential data

• The model takes in a sequence of input feature vectors as described above and the corresponding sequence of each 
player’s positions as output labels.

•

• Each player is modelled by an LSTM, which consists of two hidden layers of networks with 512 hidden units in each 
layer. 

• The role of these hidden units is to capture the information from the recent history of actions from all players and 
map the information to the position of the next time step



Comparing teams: league average

75



Comparing teams: Man City Ghosts

76



Analysing Shooting Styles in the NBA using 
Body Pose

77http://www.sloansportsconference.com/wp-content/uploads/2017/02/1690.pdf

http://www.sloansportsconference.com/wp-content/uploads/2017/02/1690.pdf


Play Sketching

• Selecting and implementing 
effective basketball plays is 
one of the most important 
roles of a basketball coach.

• The ability to call the right 
play at the right time during a 
game can often be the 
difference between your 
team winning a losing

78https://www.basketballforcoaches.com/basketball-plays/

https://www.basketballforcoaches.com/basketball-plays/


Interactive play 
sketching

• Step 1 . Simulate the tracking data that would be recorded 
if players carried out the sketched play

• Step 2. Use data driven ghosting to see how a specific 
team will react in return towards the sketched play

• Input to the data driven ghosting is now partly 
sketched data (e.g. attacking side) 

• Ghosts of other team are visualized

• Step 2: Run through an expected point model to predict 
the goodness of the sketch

• It is supposed to run in real time. 

79
Seidl et al., Bhostgusters: Realtime Interactive Play Sketching with Synthesized NBA Defenses: Paper

http://www.sloansportsconference.com/wp-content/uploads/2018/02/1006.pdf


Play Sketching

80



Teaching Driverless 
Cars….

• Motorways / Country roads / or even 
urban roads with disciplined users are 
easy to deal with

• Real world environments could be really 
complex

• Intelligent mobility aspires beyond roads: 
pedestrianized areas / indoors, 
technology has got to be universal!



Infrastructure-led policy learning: Learning from 
Humans

• So how could connected autonomous vehicles make complex decisions 
in complicated environments?

• How could the vehicles be intelligent enough to make those decisions?

• Our benchmark of intelligence is “human intelligence”.

• Proposition: instead of collecting data from all possible scenarios that a 
machine will face, lets learn at key intersections, how humans negotiate. 



Infrastructure-led policy learning: Learning from 
Humans

Sensing Infrastructure Scene Perception and 
data selection

Data-driven driving 
policy learning

Application Layer

Inder et al., Learning Control Policies of Driverless Vehicles from UAV Video Streams in Complex Urban Environments: Paper

https://www.mdpi.com/2072-4292/11/23/2723/html


UAV Sensing 
to Learn 

Driving Policy 
Locally at a 

Junction



Example: A Vehicle Joining a Motorway



Learning from Experts to measure human 
driving performance

• Multi-agent imitation learning enables us to learn computational model 
of vehicle manoeuvring

• This model can be used to embed autonomous vehicles with a suitable 
driving policy

• Furthermore, this model can be utilized to measure how a given human 
driver handles a situation- for insurance purposes / urban modelling



Bridging the gap 
between gaming 

environments 
and real-world 

settings



Using Agent Based Models for learning useful 
policies

• Sometime the past data can be a poor predicter of the future

• Especially in the cases of financial markets

• Hence past data alone may not be adequate

• COVID-19 related market crashes

• Brexit day jump of the currency markets

• How could we improve predictive ability of RL/IL agents?

• Agent based simulation is a well established field. E.g. Artificial markets

• Simulations can be adapted to create realistic, but never realized scenarios

• Simulations can also benefit from advanced stochastic models



Combination of RL and Agent Based Models: 
Example from Finance

Maeda et al., Deep Reinforcement Learning in Agent Based Financial Market Simulation: Paper

https://www.mdpi.com/1911-8074/13/4/71/pdf


Challenges in 
using MARL 

for Game 
Intelligence



Tutorial 
Outline

1. Introduction 

• Policy learning in Multi-Agent Settings 

• Potential Real World Applications

• Basics of reinforcement learning

2. Recent Developments in Multi-Agent Reinforcement Learning

• Centralized training and decentralized execution

• Communication based MA learning

• Scaling MA learning: Curriculum learning, Selective Attention, 
Evolutionary methods

3. Challenges and Applications of Data driven Multi-Agent Learning

• MA Imitation learning in sports analytics

• Applications in driverless vehicle control

• Using Agent based simulations to assist MA learning

4. Experimental platforms and Conclusions



Experimental Platforms

• OpenAI Gym

• A good source to start experimenting with RL https://gym.openai.com/

• There are different multi-agent extensions compatible with openAI Gym: https://github.com/koulanurag/ma-
gym

• DeepMind OpenSpiel

• Collection of environments and algorithms, strong on computational game theory

• Paper: https://arxiv.org/pdf/1908.09453.pdf

• https://github.com/deepmind/open_spiel

• Google Research Football Environment

• The Environment offers a game engine, a set of research problems called Football Benchmarks and Football 
Academy

• https://github.com/google-research/football

https://gym.openai.com/
https://github.com/koulanurag/ma-gym
https://arxiv.org/pdf/1908.09453.pdf
https://github.com/deepmind/open_spiel
https://github.com/google-research/football


Experimental Platforms

• Multi-Agent Driving Simulator (Description)

• Based on the popular TORCS platform, compatible wity OpenAI Gym

• multiple cars running simultaneously on a track can be controlled by different 
control algorithms

• https://github.com/abhisheknaik96/MultiAgentTORCS

• Competitive Multi-Agent Environments (Description)

• From OpenAI: MuJoCo environments

• Experimentations with self play, transfer learning

• Paper: https://arxiv.org/pdf/1710.03748.pdf

• https://github.com/openai/multiagent-competition

https://www.analyticsvidhya.com/blog/2018/10/madras-multi-agent-driving-simulator/
https://github.com/abhisheknaik96/MultiAgentTORCS
https://openai.com/blog/competitive-self-play/
https://arxiv.org/pdf/1710.03748.pdf
https://github.com/openai/multiagent-competition
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Further Resources

• DL/RL summer School : The relationship to game theory

• Michael Bowling: https://www.youtube.com/watch?v=p_n5fF8apiE&t=3947s

• James Wright: https://www.youtube.com/watch?v=MEUdtwQev9A

• Dimitri Bertsekas: Distributed and Multiagent Reinforcement learning

• https://www.youtube.com/watch?v=nTPuL6iVuwU

• Thore Graepel: Role of MA learning in AI @ DeepMind, the relationship to intelligence 
and social intelligence, link to game theory and social dilemmas

• https://www.youtube.com/watch?v=CvL-KV3IBcM

https://www.youtube.com/watch?v=p_n5fF8apiE&t=3947s
https://www.youtube.com/watch?v=MEUdtwQev9A
https://www.youtube.com/watch?v=nTPuL6iVuwU
https://www.youtube.com/watch?v=CvL-KV3IBcM


Recent Survey/Tutorial Papers

• Deep Reinforcement Learning for Multi-Agent Systems: A Review of Challenges, 
Solutions and Applications [Link to Paper]

• Multi-Agent Reinforcement Learning: A Selective Overview of Theories and Algorithms 
[Link to Paper]

• A Review of Cooperative Multi-Agent Deep Reinforcement Learning [Link to Paper]

• A Survey and Critique of Multiagent Deep Reinforcement Learning [Link to Paper]

https://arxiv.org/abs/1812.11794
https://arxiv.org/pdf/1911.10635.pdf
https://arxiv.org/abs/1908.03963
https://arxiv.org/abs/1810.05587


Conclusions

• Intelligent agent design for multi-agent settings have many real world 
applications

• Reinforcement learning and imitation learning methods are two useful 
avenues that may allow us to design these agents by utilizing 
computational and big data resources

• Multi-agent policy learning is still in its adolescence, and scalability to 
meet real world application challenges is still being addressed

• It is a domain with true multi-disciplinary potential 
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