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Multi-Agent Reinforcement Learning: Introduction

A Markov game is defined by a tuple ( N , S, {Ai }i∈N , P, {Ri }i∈N ), 
where N = {1,··· ,n} denotes the set of n > 1 agents, S denotes 
the state space observed by all agents, Ai denotes the action 
space of agent i. Let A := A1×···×AN , then P : S ×A → ∆(S) 
denotes the transition probability from any state s ∈ S to any 
state s’ ∈ S for any joint action a ∈ A; Ri : S × A × S → R is the 
reward function that determines the immediate reward 
received by agent i for a transition from (s,a) to s’



Multi-Agent Reinforcement Learning: Cooperation vs Competition

Cooperative Setting Competitive Setting

Common reward function or team-average reward*, 
keeping different reward functions.

Zero-sum games, where clearly the reward of one 
agent is exactly the loss of the other.

Value function and Q-function are identical to all
agents.

Value function and Q-function are specific to each
agent.

The global optimum for cooperation constitutes a 
Nash equilibrium of the game.

Nash equilibrium yields a robust policy that 
optimizes the worst-case long-term reward.

* team average reward introduces heterogeneity, decentralized models and incorporation of communication protocols.
 The mixed settings are commonly referred to as general-sum games



Multi-Agent Reinforcement Learning: Problems

● Non-Unique Learning Goals: The most common goal is the convergence to Nash equilibrium. But under 
practical assumptions, it fails. Instead, the goal may be focused on designing the best learning strategy for a 
given agent and a fixed class of the other agents in the game. Goals focus on learning to cooperate, to 
communicate, how to learn without overfitting, and robust learning in case of adversaries.

● Non Stationarity: Multiple agents usually learn concurrently, causing the environment faced by each 
individual agent to be non-stationary.  In particular, the action taken by one agent affects the reward of other 
opponent agents, and the evolution of the state.  As a result, the learning agent is required to account for 
how the other agents behave and adapt to the joint behavior accordingly.  This invalidates the stationarity 
assumption for establishing the convergence of single-agent RL algorithms.

● Scalability Issue: To handle non-stationarity, each individual agent may need to account for the joint action 
space, whose dimension increases exponentially with the number of agents. One possible remedy for the 
scalability issue is to assume additionally the factorized structures of either the value or reward functions with 
regard to the action dependence.



Multi-Agent Reinforcement Learning: Multi-Agent Actor-Critic for 
Mixed Cooperative-Competitive Environments (OpenAI, Lowe et al. Neurips 2017)

● Q-learning is challenged by an inherent 
non-stationarity of the environment, while policy 
gradient suffers from a variance that increases as 
the number of agents grows.

● Proved: 
● Centralised Critic and Decentralised Actor 

proposed.



Multi-Agent Reinforcement Learning: R-MADDPG for Partially 
Observable Environments and Limited Communication (Wang et al. ICML 2019)

R-MADDPG : handling multi-agent coordination under partially 
observable environments using only limited communication. 
Recurrent model reduces variance.
Previously mentioned workshave used recurrence in multiagent 
reinforcement learning and  communication,  but  they  do  not  use  it  
for  message passing or simultaneously modelling communication 
and other task policies.



Multi-Agent Reinforcement Learning: Counterfactual Multi-Agent 
Policy Gradients (Foerster et al. AAAI 2018)

● In case of global rewards, there is a problem of credit 
assignment. Because the TD error considers only 
global rewards, the gradient computed for each actor 
does not explicitly reason about how that particular 
agent’s actions contribute to that global reward.

● It uses a counterfactual baseline that marginalises out  
a single agent’s action, while keeping the other 
agents’ actions fixed.



Multi-Agent Reinforcement Learning: Emergent Complexity Via 
Multi-agent Competition (Bansal et al. ICLR 2018)

● Introduced competitive multi-agent environments.
● Since, the tasks are complex, implemented an exploration curriculum i.e. a 

reward component for basic tasks which is gradually annealed to zero.
● Emergence of highly complex behaviors observed, where the agents trained 

with curriculum beat the non-curriculum agents by a margin.

 



Multi-Agent Reinforcement Learning: Learning with Opponent 
Learning Awareness (Foerster et al. AAMAS 2018)

● The presence of multiple learning agents renders the training problem non-stationary and 
often leads to unstable training or undesired final results.

● Learning with Opponent-Learning Awareness (LOLA), a method in which each agent shapes 
the anticipated learning of the other agents in the environment. The LOLA learning rule 
includes an additional term that accounts for the impact of one agent’s policy on the 
anticipated parameter update of the other agents.

optimize this 

instead of



Multi-Agent Reinforcement Learning: Summary

Paper Key Ideas/Contributions Issues

MADDPG Non-stationarity using centralised 
critic, Ensembling to avoid overfitting

Credit Assignment in case of shared 
reward, Increasing critic input space

R-MADDPG Solves partial observability, 
introduces communication, 
cooperation reward structure

Recurrent so sample inefficient

COMA Credit Assignment for individual’s 
contribution to global rewards

Centralised critic not suitable for 
larger number of agents 
*(refer. Deep Sets as a possible solution)

Emergent 
Complexity

Exploration curriculum, Environment 
randomization, Generalized policies. 
Shows curriculum >> dense reward

Sample inefficient, Non-stationarity of 
target can be questioned

LOLA Non-stationarity through opponent 
awareness

Higher order gradients, and better if 
have access to others policies as 
model may not be accurate



Emergent Communication



Emergent Communication: Introduction

● Machines require to develop efficient communication protocols for solving 
problems that require coordination among multiple agents .

● We consider the problem of multiple agents sensing and acting in 
environments with the goal of maximising their shared utility. In these 
environments, agents must learn communication protocols in order to share 
information that is needed to solve the tasks.



Emergent Communication: Learning to Communicate with Deep 
Multi-Agent Reinforcement Learning (Foerster et al. NIPS 2016)

● Demonstrate end to-end learning of 
protocols in complex environments.

● Two approaches: RIAL and DIAL
● The former uses deep Q-learning, while the 

latter exploits the fact that, during learning, 
agents can backpropagate error derivatives 
through (noisy) communication channels.

● Uses centralised learning but decentralised 
execution.



Emergent Communication: Learning Multiagent Communication
with Backpropagation (Sukhbaatar et al. NIPS 2016)

● Introduced CommNet, which uses continuous communication for fully 
cooperative tasks.

● Invariant to number of agents, and has  decentralized controllers, with 
centralized training.



Emergent Communication: Multi-Agent Cooperation and 
Emergence of (Natural) Language (Sukhbaatar et al.CVPR 2017)

● Introduced an approach of 
communication in referential games.

● Here, the sender receives a set of 
images, and the target and sends 
communication to receiver. The 
receiver, sees the same set of images, 
the message from sender and tries to 
predict the target.

● Showed grounding the communication 
in natural language by mixing the 
game with a supervised task.



Emergent Communication: Learning to Play Guess Who? and 
Inventing a Grounded Language as a Consequence (Jorge et al., NIPS 2016)

● Propose the use of situated 
interactions between agents as a 
driving force for communication, and 
the framework of Deep Recurrent 
Q-Networks for evolving a shared 
language grounded in the provided 
environment.

● Proposed an approach where the 
agents talk to each other to solve a 
task. Back and forth communication.



Emergent Communication: Learning to Communicate with 
Sequences of Symbols (Havrylov et al. ICLR 2017)

● Unlike previous work, here they propose that 
messages agents exchange, both at train and test 
time, are in the form of a language (i.e. sequences 
of discrete symbols)

● Here, the sender sees only the target picture and 
generates a string message.

● Show that  the induced protocol implements 
hierarchical encoding scheme and there exist 
multiple paraphrases that encode the same 
semantic content.

● Here, they show a supervised learning approach 
works better. Expected???



Emergent Communication: Other papers to be explored more

● Emergence Of Grounded Compositional Language In Multi-agent Populations, 
Mordatch Et Al.

● Emergent Communication In A Multi-modal, Multi-step Referential Game
● Selfish Emergent Communication ICLR 2020
● Learning With Latent Language
● Pre-learning Environment Representations For Data-efficient Neural Instruction 

Following 
● On   The   Interaction   Between   Supervision   and Self-play In Emergent 

Communication (ICLR 2020) 

https://arxiv.org/pdf/1703.04908.pdf
https://arxiv.org/pdf/1703.04908.pdf
https://arxiv.org/pdf/1705.10369.pdf
https://openreview.net/pdf?id=B1liIlBKvS


Evolution and MARL



Evolution and MARL: Introduction

Evolution Strategies (ES) is a class of black box optimization algorithms that are 
heuristic search procedures inspired by natural evolution: At every iteration 
(“generation”), a population of parameter vectors (“genotypes”) is perturbed 
(“mutated”) and their objective function value (“fitness”) is evaluated. The highest 
scoring parameter vectors are then recombined to form the population for the next 
generation, and this procedure is iterated until the objective is fully optimized.

An alternative approach to solving RL problems is using black-box optimization. 
This approach is known as direct policy search when applied to neural networks.



Evolution and MARL: Evolution Strategies as a Scalable Alternative 
to Reinforcement Learning (Salimans et al. OpenAI 2017)

● Explore the use of Evolution Strategies (ES), a class of black box 
optimization algorithms, as an alternative to popular MDP-based RL 
techniques such as Q-learning and Policy Gradients.

● High parallelizable, needs 3x more data and more robust learning
● Also proved, that ES is better than PG in cases of high variance.

So, Evolution Strategies can be useful in scaling multi-agent systems.



Evolution and MARL: Evolutionary Population Curriculum For 
Scaling Multi-agent Reinforcement Learning (Long Et Al. ICLR 2020)

● Propose to progressively scale the number of agents in MARL with a 
curriculum.



Evolution and MARL: Mean Field Multi-Agent Reinforcement 
Learning (Yang et al. ICML 2018)

● When the agent number increases 
largely, the learning becomes intractable 
due to the curse of the dimensionality 
and the exponential growth of agent 
interactions.

● So, here the pairwise interaction can be 
approximated using the mean field 
theory.



Evolution and MARL: Evolutionary Reinforcement Learning for 
Sample-Efficient Multiagent Coordination (Khadka et al. ICML 2020)

● Introduces Multi Agent Evolutionary 
Reinforcement Learning (MERL), a 
split-level training platform that handles 
the two objectives separately through 
two optimization processes.

● An evolutionary algorithm maximizes the 
sparse team-based objective through 
neuroevolution on a population of 
teams. Concurrently, a gradient-based 
optimizer trains policies to only 
maximize the dense agent-specific 
rewards.


